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ABSTRACT
Boolean Satisfiability (SAT) is a core NP-complete problem. Sev-
eral heuristic software and hardware approaches have been pro-
posed to solve this problem. In this paper we present a Boolean
satisfiablity approach with a new GPU-enhanced variable ordering
heuristic. Our results demonstrate that over several satisfiable and
unsatisfiable benchmarks, our technique (MESP) performs better
than MiniSAT. We show a 2.35× speedup on average, over 68 from
the SAT Race (2008) competition.
Categories and Subject Descriptors: B.7.2 [Design Aids]: Veri-
fication
General Terms: Algorithm, Verification
Keywords: Boolean Satisfiability, GPGPU, Survey Propagation

1. INTRODUCTION
Boolean Satisfiability (SAT) [1] is a classic NP-complete prob-

lem, which has been widely studied in the past. Given a set V of
variables, and a collection C of Conjunctive Normal Form (CNF)
clauses over V , the SAT problem consists of determining if there
is a satisfying truth assignment for C, and returning this truth as-
signment. If no such assignment exists, C is called an unsatisfiable
instance, and he SAT solver returns an unsatisfiable result.

Given the broad applicability of the SAT to several application
domains there has been much effort devoted to devising efficient
heuristics to solve SAT. Some of the more well-known complete
approaches for SAT include [2, 3] and [4]. In addition, several in-
complete or stochastic heuristics have been developed as well. A
partial list of these is [5, 6, 7, 8]. These heuristics are iterative, and
usually very effective for random SAT instances. For structured
SAT instances (such as those that arise out of VLSI logic circuits),
their performance is mixed. In this paper we present a complete
algorithm for Boolean satisfiability. Our algorithm implements a
complete procedure (MiniSAT), which leverages the speed of an
incomplete procedure (survey propagation), to augment the vari-
able ordering heuristic of the complete procedure. Our approach
retains completeness (since it is implements a complete procedure)
but has the potential of high speedup (since the incomplete pro-
cedure is executed on a highly parallel graphics processor based
platform).

GPUs were designed to operate in a SIMD fashion. In recent
times, the power of the GPU has been actively exploited for general
purpose scientific computations as well [9, 10, 11]. This paper is
based on the implementation of a new variable ordering approach in
a complete procedure (MiniSAT [4]), which runs on the CPU. This
instance of MiniSAT is guided by a survey propagation based (Sur-
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veySAT) procedure which is implemented on the GPU. Our new
algorithm is referred to as MESP (MiniSAT enhanced with Survey
Propagation) in the sequel. MESP retains the best features of the
’complete’ procedure and also takes advantage of an accelerated
implementation of the ’incomplete’ procedure.

2. PREVIOUS WORK
Existing SAT solvers can be categorized into complete, stochas-

tic and hybrid techniques. The complete techniques [2, 3, 4] either
provide a satisfying assignment for the SAT instance or report the
instance to be unsatisfiable. Stochastic techniques [5, 6, 7, 8] may
be able to quickly provide a satisfying solution for certain SAT in-
stances. However, they cannot prove that the SAT instance is unsat-
isfiable. Hybrid techniques [12] aim at elegantly borrowing ideas
from complete and stochastic approaches to improve the overall
performance. Our approach falls under the last category, and makes
use of the immense parallelism available in a GPU. Our approach is
a complete technique, targeting structural SAT instances (in addi-
tion to random instances). To the best of our knowledge, there is no
existing complete SAT solver, hybrid or otherwise, which employs
the GPU for improving its performance. Some of the existing work
in Boolean satisfiability is outlined next.

MiniSAT [4] is a more recent SAT solver which performs a smart
conflict clause simplification by applying subsumption resolution [13]
and caching of intermediate results. MiniSAT has been recognized
to be among the best SAT solvers in recent SAT competitions [14].
Our approach therefore employs MiniSAT as the baseline complete
SAT technique, and further improves its performance by employing
a fast, albeit incomplete SAT solver while retaining completeness.

WalkSAT [5] and GSAT [6] are heuristic approaches which start
by assigning a random value to each variable. If the assignment
satisfies all clauses, the algorithm terminates, returning the assign-
ment. Otherwise, a variable is flipped and the above step is repeated
until all the clauses are satisfied. WalkSAT and GSAT differ in
the methods used to select which variable to flip. Survey propaga-
tion [7, 8] is an iterative ’message-passing’ algorithm designed to
solve high-density random k-SAT problems. Experimental results
suggest that it may be an effective technique even for problems that
are close to the hard satisfiability threshold [15]. However, it is an
incomplete technique and is not effective for for most hard struc-
tural SAT problems. In [16], a GPU-based implementation of sur-
vey propagation is presented. In contrast to our approach, [16] does
not present a complete procedure. They demonstrate a 9× speedup
over a CPU based implementation of survey propagation [7]. How-
ever, [16] is an incomplete procedure frequently returning a non-
convergent or contradiction result on real SAT problems which are
structural. Our GPU-based implementation of survey propagation
is 22× faster compared to [7].

3. OUR APPROACH

3.1 GPU Hardware and Programming Model
Our GPU based SurveySAT engine is implemented on an NVIDIA

GeForce 280 GTX board. The GeForce 280 GTX architecture has
30 multiprocessors (MPs) per chip and 8 processors (ALUs) per
multiprocessor. There is no mechanism to communicate between
the different multiprocessors without the intervention of the host.
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Each multiprocessor has a set of 16384 32-bit registers and 16KB
of shared memory. The total on-board memory in the GeForce 280
GTX is 1 GB. The device has about 480 KB of read-only cached
memory. The main memory (i.e. the global memory) is readable
and writable, and all threads and the host can access it. However,
global memory is not cached and has high latency, since it is im-
plemented as DRAM.

Our algorithm is implemented in NVIDIA’s Compute Unified
Device Architecture (CUDA), which is a software environment to
program NVIDIA GPUs. When programmed through CUDA, the
GPU is viewed as a compute device capable of executing a large
number of threads in parallel. Threads are the atomic units of par-
allel computation, and the code they execute is called a GPU ker-
nel. The GPU device operates as a coprocessor to the CPU, or host.
Data-parallel, compute-intensive portions of applications running
on the host can be off-loaded onto the GPU device. Such a portion
of code is compiled into the instruction set of the GPU device and
the resulting program, called a GPU kernel, is downloaded to the
GPU device.

3.2 SurveySAT and the GPU
In Section 3.2.1, we first describe the survey propagation based

SAT procedure, followed by a discussion of our implementation
(SurveySAT) of this approach on the GPU in Section 3.2.2. Fi-
nally, we present some results of our GPU based SurveySAT engine
(Section 3.2.3). These results are presented to illustrate the poten-
tial and the shortcomings of SurveySAT, and motivate our MESP
procedure.

3.2.1 SurveySAT
Survey propagation based SAT solvers are based on an itera-

tive message passing paradigm. The survey propagation algorithm
is shown in Algorithm 1. Consider a SAT instance consisting of
clauses C on a set of variables V . The SAT instance can be graphi-
cally represented by a Factor Graph, which is a bipartite graph with
two kinds of nodes – variable nodes and function nodes or clause
nodes. An undirected edge is present between variable node v and
function node c iff the variable v is present in the clause c (in either
polarity). The factor graph is cyclic in general, although it can be a
tree. Survey propagation is exact on factor graphs that are trees [7].

Algorithm 1 Pseudocode of Survey Propagation based SAT Solver

1: survey_SAT (C,V); Set η’s to random values

2: while converge(C,V ) do

3: Sort V in order of the absolute difference in their bias values; Fix variables

v∗ ∈V s.t. |W
(+)

v∗ −W
(−)

v∗ |> τ

4: if all variables fixed then
5: Problem SAT; exit
6: end if
7: if Σ

∀a, j
(ηa→ j) < δ then

8: call walksat()

9: end if
10: end while
11: converge(C,V)

12: repeat

13: Compute Π’s (Equation 1 through 3) Compute η’s (Equation 4)

14: ε = max
∀a, j
|ηold

a→ j−ηa→ j|; iter++; ηold ← η

15: until (iter < MAX || ε > EPS)

16: if ε≤ EPS then

17: return 1
18: else
19: return 0
20: end if

The SurveySAT algorithm consists of clauses sending surveys
or messages (ηc→v ∈ [0,1]) to their variables. These surveys are
probability values. A high value of ηc→v indicates that the clause c
needs variable v to satisfy it.

For the remainder of the discussion, let i, j be variables, and a,
b be clauses. We denote C( j) as the set of clauses that contain the
variable j. Let Cu

a( j) be the set of clauses that contain the variable
j in the opposite polarity as it appears in clause a. Similarly, let
Cs

a( j) be the set of clauses that contain the variable j in the same

polarity as it appears in clause a. Also, let V (a) be the variables
that appear in clause a.

Survey propagation begins by setting η values randomly. Then
we attempt to converge on values of the variable. Each call to the
convergence routine computes the survey values ηa→i. To do this,
we first computes 3 message from each variable j ∈V (a)\ i to the
clauses that contain variable j in either polarity. These message
computations are shown in Equations 1 through 3. Equation 1 is
explained below. The survey from variable j to clause a has a high
value when i) Other clauses (which contain variable j in the oppo-
site polarity as clause a) have computed a high value of the survey
(first square parenthesis expression), and ii) Other clauses (which
contain variable j in the same polarity as clause a) have computed
a low value of the survey (second square parenthesis expression)
Equation 2 can be explained similarly.

Πu
j→a = [1− Π

b∈Cu
a ( j)

(1−ηb→ j)][ Π
b∈Cs

a( j)
(1−ηb→ j)] (1)

Πs
j→a = [1− Π

b∈Cs
a( j)

(1−ηb→ j)][ Π
b∈Cu

a ( j)
(1−ηb→ j)] (2)

Π0
j→a = [ Π

b∈C( j)\a
(1−ηb→ j)] (3)

Once we have computed Πs
j→a, Πu

j→a and Π0
j→a, we compute

the survey ηa→i as shown in Equation 4. The survey ηa→i has
a large value if Πu

j→a is large, thereby, clause a indicates to the

variable i that it needs to be set in the polarity that would satisfy
clause a. Note that if V (a)\ i is empty, then ηa→i = 1.

ηa→i = Π
j∈V(a)\i

[
Πu

j→a

Πu
j→a +Πs

j→a +Π0
j→a

] (4)

Note that if any of the sets Cs
a( j), Cu

a( j) or C( j) are empty, then
their corresponding product term takes on a value 1. Equation 3
in the denominator of Equation 4 avoids a possibility of a division
by 0 in Equation 4. Now we check for convergence, by computing
the vector of differences in the η values from the last iteration of
the converge() routine. If the largest entry of this vector is smaller
than a user-defined value EPS, then we declare convergence else we
return a 0 and the survey_SAT() returns unsuccessfully with a non-
convergent status. Note that the converge() routine is iterated until
convergence is achieved, or a user-specified number of iterations
MAX is reached. We use MAX = 1000 in all our experiments, and
EPS = 0.01.

Upon convergence, we compute two bias values for each vari-
able, and sort the variable list in the descending order of absolute

difference in their bias values. There are two biases W
(+)
i and W

(−)
i

that are computed, as shown in Equations 5 and 6. The intuition
behind the computation of these two values is similar to that of the
computation of surveys ηa→i, except for the fact that the biases
are computed for each variable. Also, the Π values that the bias
computations are based on (Equations 7 through 9) are computed
for all clauses C+(i) (C−(i)) which contain the variable i in posi-
tive (negative) polarity, using the converged values of the surveys
(η∗a→i). C(i) is the set of clauses which contain the variable i in
either polarity.

W
(+)

i =
Π̂+

i

Π̂+
i + Π̂−i + Π̂0

i

(5)

W
(−)

i =
Π̂−i

Π̂+
i + Π̂−i + Π̂0

i

(6)

Π̂+
i = [1− Π

a∈C+(i)
(1−η∗a→i)][ Π

a∈C−(i)
(1−η∗a→i)] (7)

Π̂−i = [1− Π
a∈C−(i)

(1−η∗a→i)][ Π
a∈C+(i)

(1−η∗a→i)] (8)

Π̂0
i = [ Π

a∈C(i)
(1−η∗a→i)] (9)

All variables with the absolute difference in bias values |W
(+)
i −

W
(−)
i | > τ (a user-specified value) are fixed. If all variables are

fixed, then the problem is SAT, and declared as such and we exit.
If all surveys are trivial then we call a local search process (walk-
sat() [5] in this instance). If neither condition above holds, we run
the converge() routine again. In subsequent runs of the converge
routine, variables that were previously fixed do not participate in
the computation of Π’s (Equations 1 through 3 and 7 through 9 ).
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Similarly, clauses that are satisfied as a consequence of fixing some
variable do not participate in the computation of ηa→i and biases
(Equations 4, 5 and 6).

Note that the survey_SAT algorithm can fail in two ways – it can
fail to achieve convergence, or it can converge such that the set of
fixed variables is inconsistent although the problem is satisfiable
(returning a contradiction status in this case.

3.2.2 SurveySAT on the GPU
Note that the survey_SAT() procedure is naturally amenable for

GPU implementation. Both the Π and η computations are inher-
ently parallelizable since the Π and η values are computed using
independent data. In our implementation of survey_SAT() on the
GPU, we restrict the SAT instance to be a 3SAT instance. We
compute Π’s using by issuing |V | parallel threads on the GPU,
followed by a thread synchronization command. Next we com-
pute the surveys ηa→i by issuing |C| threads on the GPU (each
of which computes the ηa→i values for all the 3 variables in its
clause). The convergence check is performed by computing a sum

Z = Σ
∀a, j

[(|ηold
a→ j−ηa→ j|) ≤ EPS?0 : 1]. If any ηa→ j has not con-

verged, Z > 0. Hence convergence is checked by computing Z us-
ing an integer add operation over all variables in all the clauses,
using a reduction based addition subroutine. On the GPU, line 15
similarly becomes until (iter < MAX || Z > 0) Also, the check of
line 16 becomes if Z = 0 then. The test for trivial convergence
(when all η’s are close to 0) is performed using a reduction based
floating point add operation on the GPU. Both bias values (for all
variables) are computed by issuing 2|V | threads on the GPU, and
they are sorted using a parallel bitonic sorting operation on the
GPU [17]. The fixing of variables is performed on the CPU.

The static information about the SAT instance is stored in two
sets of arrays: i) Per-variable data is stored in 3 arrays. Each array
is indexed by the variable number. For each variable, the arrays
store the indices of the clauses it appears in, the polarity of each
appearance and the literal number of this variable in each clause
that it appears in. ii) Per-clause data is stored in 2 arrays. Note
that each clause has at most 3 variables. Each array is indexed by
the clause number. For each clause, the 2 arrays store the variable
index and polarity of each literal in that clause.

There are 2 additional sets of arrays that store the information
computed during the survey_SAT computations. The first set of 2
arrays stores the Π

b∈C+( j)
(1−ηb→ j) and Π

b∈C−( j)
(1−ηb→ j) values

for each variable. Another array stores the ηa→ j values (written
by the clauses, and read by the variables). All the above data is
stored in global memory on the GPU. Note that there is a single
burst transfer from the CPU to the GPU, of the static information
mentioned above. During the computation of the Π and η quan-
tities, there are no transfers between the GPU and the CPU. The
information that is transferred from the GPU to the CPU is the list
of variables sorted in decreasing order of the absolute difference

of their bias values (|W
(+)
i −W

(−)
i |). After the CPU has fixed any

variables, it returns to the GPU a list of variables that are fixed
(these do not participate in the η computations any more), and the
clauses that are satisfied as a result (these do not participate in Π
computations any more).

3.2.3 SurveySAT Results on the GPU

Benchmark Num. Var Num. Cl MiniSAT SurveySAT SurveySAT Speedup
CPU GPU Speedup

(sec) (sec) (sec)

R_1 20000 83999 > 2 hours 3009.67 172.87 17.41×
R_2 16000 67199 > 2 hours 1729.48 110.60 15.63×
R_3 12000 50399 > 2 hours 1002.48 57.98 17.29×
R_4 8000 33599 > 2 hours 369.61 5.82 63.80×
R_5 4000 16799 > 2 hours 65.01 3.69 17.617

uf200-097 200 860 0.15 0.20 0.08 2.50
hole10 187 792 0.15 - -

uuf200-018 200 860 0.15 - -

Avg. 22.37×

Table 1: MiniSAT vs. SurveySAT on CPU &GPU)
Table 1 compares MiniSAT with SurveySAT on CPU and Sur-

veySAT on GPU over 5 random and 3 structural benchmarks. Col-
umn 1 lists the random and structural benchmarks. All random

benchmarks are satisfiable. The first structural problem is satis-
fiable and the remaining 2 are unsatisfiable. Columns 2 and 3
report the number of variables and clauses in each of the bench-
marks. Column 4 reports the MiniSAT runtimes (in seconds) on
these benchmarks. Columns 5 and 6 report the SurveySAT run-
times (in seconds) for the same benchmarks. A ’-’ implies that
either the procedure did not converge in MAX iterations (MAX =
1000) or reported a contradiction. Column 6 reports the speedup
of SurveySAT on the GPU compared to SurveySAT on the CPU.
Our GPU based SurveySAT is on average 22X faster than the CPU
implementation of SurveySAT, over the instances for which Sur-
veySAT successfully completes. In summary, even though Sur-
veySAT can perform extremely well for random instances, for struc-
tural and unsatisfiable instances its performance is mixed, and there-
fore the technique is not useful for practical SAT instances.

3.3 MiniSAT enhanced with Survey Propaga-
tion (MESP)

In MiniSAT, the inbuilt variable ordering heuristic, (i.e., the deci-
sion engine to determine what variable will be assigned next) is the
Variable State Independent Decaying Sum (VSIDS). VSIDS makes
a decision based on the activity value of a variable. The activity is
a literal occurrence count, with a higher weight on variables of the
more recently added clauses. The activity of all variables present
in the resolvent clauses, during a conflict resolution and learned
clause generation, is incremented by fixed amount Fm. If any vari-
able’s score becomes too high, the activity of all variables is uni-
formly decayed. In MESP, we update the activities of certain vari-
ables based on the guidance obtained from the (incomplete) survey
propagation (on the GPU). This is explained next.

In MESP, we first start the search in MiniSAT, after reading in
the given SAT instance. The SAT instance is also copied over to
the GPU. After MiniSAT has made some progress (measured by
the whether the number of decisions it has made equal D% of the
number of variables in the instance), it makes a call of SurveySAT.
MiniSAT transfers the current assignments and a subset of the re-
cent learned clauses onto the GPU. In our implementation, learned
clauses of length less than 50 literals are transferred to the GPU.
We augment the clause database on the GPU with 3 sets of learned
clauses (set C1 with length ≥0 and <10 literals, set C2 with length
≥10 and <25 literals and set C3 with length ≥25 and <50 liter-
als). In order to enable learned clause storage on the GPU, we
statically allocate global memory on the GPU upfront. The routine
converge(C,V) in SurveySAT is now modified to converge(C, C1,
C2,C3, V ), where the Π computations (over the clauses) are done in
4 separate kernels. Note that the Π computation over all clauses is
not done as a single kernel, in order to avoid underutilized threads
due to the large variance in the length of the learned clauses. Fur-
ther, unless at least 256 learned clauses are transferred to the GPU
in any of the 3 sets, the kernel for Π computation for the corre-
sponding set is not invoked.

After SurveySAT has converged and fixed a set of variables U
(variables whose absolute difference of bias values is greater than
τ) on the GPU, it returns. MiniSAT now increments the activity of
all variables in the set U by Fsp, and continues with its search. The
idea is that since the instance converged (over all clauses as well
as a subset of the recent learned clauses) in SurveySAT by fixing
the variables in set U with no contradiction, an earlier decision on
the variables in U would enable a better search in the CPU-based
MiniSAT procedure.

After MiniSAT makes more decisions (and implications), and
another D% of the number of variables in the instance have been
decided, the GPU based survey propagation algorithm is invoked
again. The total number of such calls to the SurveySAT routine
is referred to as the parameter C, and is user specified. At every
invocation of SurveySAT, any existing variable assignments on the
GPU are erased. In the original MiniSAT approach, after a fixed
number of conflicts are detected (or learned clauses are computed),
the solver is restarted from the root of the decision tree. This is
done in order to allow the solver to start afresh with the guidance
of the learned clauses. Also the number of allowed conflicts is
incremented by a factor of 1.5 upon each restart. In our approach,
each time SurveySAT is invoked, the current allowable number of
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k SAT 3 SAT Speedup over
Benchmark SAT/UNSAT # Vars. # Cls. MiniSAT (k) # Vars. # Cls. MiniSAT (3) MESP MiniSAT(k) MiniSAT(3)

(sec) (sec) (sec)

manol-pipe-f7idw.aig.cnf U 83420 413075 31833.00 123776 534143 31847.00 31313.63 1.02× 1.02×
manol-pipe-f9b.aig.cnf U 56757 272964 10657.00 89108 370017 11806.88 12200.00 0.87× 0.97×
AProVE07-04.aig.cnf U 78607 208911 110.39 104732 287286 166.25 95.91 1.15× 1.73×

eijk.bs4863.S.aig-30.aig.cnf S 140089 530249 487.98 234412 813218 619.03 181.86 2.68× 3.40×
eijk.S298.S.aig.cnf U 73222 283211 8.42 136731 473738 10.01 8.47 0.99× 1.18×

Intel-034.aig.smv-10.aig.cnf U 173475 593345 18.39 274460 896300 27.83 32.15 0.57× 0.87×
vis.arbiter.E-50.aig.cnf U 12683 48336 24.87 13191 49860 26.05 7.66 3.25× 3.40×

hole10.cnf U 187 792 1.30 187 792 1.30 1.03 1.26× 1.26 ×
par16-3.cnf S 1015 3344 0.15 1015 3344 0.15 0.09 1.67× 1.67×

uf200-097.cnf S 200 860 0.15 200 860 0.15 0.05 3.00× 3.00×

Table 2: Comparing MESP with MiniSAT

conflicts (or the maximum number of stored learned clauses) in
the MiniSAT portion of MESP is incremented (by a factor of 1.5,
based on the existing strategy in MiniSAT). Thus our solver is not
’restarted’ as often from the root of the decision tree.

When the SurveySAT routine returns from the GPU after the

ith call, four outcomes are possible. i) The SurveySAT routine
converges, and based on the absolute difference of the biases of
each variable, a set of variables U is found. These variables are
passed along to MiniSAT, which now increments their activity by
an amount Fsp, and continues the search. ii) The SurveySAT rou-
tine converges, and based on the absolute difference of the biases
of each variable, no variables can be fixed. In this case, it returns an
empty set U to MiniSAT. In this case MiniSAT continues its search
as it would without the call to SurveySAT. iii) The SurveySAT rou-
tine does not converge, or converges to a state which is inconsis-
tent. In this case also it returns an empty set U to MiniSAT. iv)
The SurveySAT routine converges, and determines that the factor
graph is a tree. On calling WalkSAT, if a satisfying solution is found
we are done and the Satisfiability of the instance is determined by
SurveySAT. If WalkSAT is unable to find a satisfying solution, the
SurveySAT routine returns the set U to MiniSAT, which now incre-
ments the activity of the variables in the set U by Fsp and continues
its search.

4. EXPERIMENTS
Table 2 reports the detailed results for 10 of 68 benchmarks. In

this table, Columns 1 lists the benchmark name and Column 2 re-
ports if the instance is satisfiable or unsatisfiable. The number of
variables and clauses in the non-3SAT instance (referred to as k-
SAT) are reported in Columns 3 and 4, respectively. Column 5
reports the MiniSAT runtime on the k-SAT version of the example
in seconds. All instances (k-SAT) are converted to 3-SAT using
a Perl script, before we can run MESP. The number of variables
and clauses in the 3-SAT version of the instances are reported in
Columns 6 and 7. The MiniSAT runtime (in secs) for the 3-SAT
version of the problem is reported in Column 8. Column 9 reports
our MESP procedure runtime (in secs) for the 3-SAT version of the
problem. Columns 10 and 11 report the ratio of the runtimes of
MiniSAT(k) to MESP, and of MiniSAT(3) to MESP, respectively.
The CPU used in our experiments is a 2.67 GHz, Intel i7 processor
with 9 GB RAM, and running Linux. The GPU used is the NVIDIA
GeForce 280 GTX.

In the scatter plot shown in Figure 1, we compare the runtimes of
MiniSAT(k) and MESP for 68 structural instances (including those
that are reported in Table 2). The y-axis (in log scale) plots the
MiniSAT runtimes in seconds and the x-axis (in log scale) plots the
MESP runtimes in seconds. The plot shows that MESP (run on
3-SAT version of the benchmarks) is faster than MiniSAT(k).

The various parameters of MESP were set as follows: MAX =
1000, EPS = 0.01, τ = 0.1, D = 1, Fsp = Fm = 1. and maximum
number of GPU calls(C) = 20. In MESP we refreshed the learned
clauses on the GPU on every 5th invocation of SurveySAT. During
the other invocations the learned clauses from a previous iteration
were used. On the GPU we statically allocate memory for 3 sets of
8K learned clauses, of length <10 literals,≥10 literals and <25 lit-
erals, and ≥25 literals and <50 literals. In all our benchmarks, the
final decision of reporting the instance to be satisfiable or unsatis-
fiable was made by the MiniSAT (CPU) portion of MESP. In other
words, for these structural benchmarks, the SurveySAT routine was
never able exit early by determining a satisfying assignment using
walksat. Over the 68 benchmarks, on average, MESP for the 3-
SAT version of the instances showed a 2.35× speedup compared

Figure 1: Comparing MiniSAT (on k-SAT) vs. MESP (on 3-
SAT)

to MiniSAT which was run on the original problem instances (k-
SAT). When compared to MiniSAT runtimes for the 3-SAT version
of the SAT instances, MESP is on average about 2.42× faster.
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